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Abstract  

Complexity in computing is increasing beyond our capacity to manage it manually so we 

are now looking at nature for solutions. Many people believe that autonomic computing, 

inspired by the autonomic nervous system, will help provide the solution to the complexity 

problem through automation by enabling systems to become self-configuring, self-healing, 

self-optimising and self-protecting, without human intervention.  With autonomic systems, 

administrators can concentrate on what they want a system to do, then let the system 

manage the low-level detail regarding how it will be done. 

Apoptosis is a self-destruct mechanism built into cells which, when initiated, causes the 

cell to destroy itself for the greater good of the organism as a whole, without causing any 

harm to the cell's surrounding environment.  In order to investigate this biological 

mechanism in a computing context, this dissertation considered how the Apoptotic 

behaviours of self-destruct and "Stay Alive" signals can be applied to an agent-based 

system in order to allow it to protect itself from a Denial-of-Service attack, along with 

researching, via prototypes, whether the Apoptotic behaviour can be implemented 

efficiently using Aspect Oriented Programming, which is itself considered a means of 

reducing complexity in software development. 

It was hypothesised that a prototype which implemented Apoptotic behaviour through 

AOP would require more memory and take longer to initialise than one which 

implemented the behaviour through traditional inheritance, but that the increased resource 

requirements of the AOP prototypes would not be significant.  Subsequent research and 

testing indicated this to be true, notwithstanding the fact that the PostSharp AOP 

framework for the .NET platform operates in such a way that the first time an AOP 

prototype is initialised the time taken is significant because the framework has to de-

serialise the AOP aspects from disk. 
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It was also hypothesised that a prototype which implemented Apoptotic behaviour through 

AOP would be more maintainable, reusable and understandable than one which 

implemented the behaviour through traditional inheritance.  The prototypes were compared 

using metrics from the CK Metrics Suite and this was found to indeed be the case. 
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Chapter 1 Introduction 

This dissertation considered the problem of complexity in computing increasing beyond 

our capacity to manage it, and the need for a solution to this problem.  Many authors 

believe that this solution will be found in nature, even to the extent of using biological 

analogies to discuss the increasing complexity of evolving computer systems.  In 1993, 

Professor Carver Mead of Cal Tec stated: 

 “Engineers would be foolish to ignore the lessons of a billion years of 
evolution.” (quoted in Burbeck, 2007, p.3) 

 Given that our computer systems increasingly appear to have a life of their own, Mead's 

observation is arguably even more apt today (Burbeck, 2007, p.3). 

1.1 The Problem of Increasing Complexity 

The problem has been likened to the rapid increase in telephone usage in the 1920s where 

it was believed that there would insufficient human capacity to operate the manual 

switchboards of the time - an issue resolved by the later introduction of fully automated 

telephone exchanges.  The key problem we now face is that computer systems have 

become essential to many areas of our lives, but at the same time increasing in complexity 

and moving towards a point where we will not have the human resources to manage them 

(Mainsah, 2002, p.2). 

A certain contributing factor to complexity is the increasing global interconnection of 

systems forming vast “systems-of-systems” with behaviour which may sometimes appear 

non-deterministic to System Administrators due to the scale of the systems and the 

cascading effects within them.  The emergent complexity of future pervasive and 

ubiquitous systems may become overwhelming unless we develop new mechanisms to 

manage and regulate them (Sterritt & Hinchey, 2006, p.1).  Other factors contributing to 

complexity put forward by Sterritt and Hinchey include: 



  2 

• The number of interacting components within the system. 
• A lack of domain knowledge. 
• The environment within which the systems are implemented. 
• The existence of undocumented and/or poorly written legacy code. 

1.2 Autonomic Computing 

Like many others, Mainsah (2002) states that Autonomic Computing will help provide the 

solution to the complexity problem, and cites IBM’s Autonomic Computing initiative, 

inspired by the Autonomic Nervous System, as the way forward (Horn, 2001).  The 

discipline of Autonomic Computing has evolved in a bid to overcome increasing 

complexity and our inability to effectively manage current and emerging systems 

(Huebscher & McCann, 2008, p.7:21). 

Natural Computing is an interdisciplinary field of research investigating computational 

techniques inspired by nature.  It connects computer science with the natural sciences and 

abstracts computing paradigms from the natural world (Kari & Rozenberg, 2008, p.72).  

Figure 1 illustrates the branches of Natural Computing Kari and Rozenberg describe, and 

inserts an Autonomic Computing branch. 
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Figure 1 - Natural Computing Disciplines 

1.3 Apoptotic Computing 

This dissertation investigated Apoptotic Computing, which is the application of the 

concept of Apoptosis from the field of cellular biology abstracted into a computing 

paradigm.  Apoptosis in biology is a genetic mechanism of intentional cell suicide whereby 

the cell shrinks and breaks up in a controlled manner, with little or no swelling or leakage 

of its contents onto its neighbours (Majno & Joris, 1995, pp.7-8).  The process can be 

initiated either from within the cell or by agents external to the cell, providing a form of 

programmed cell death that allows the organism to rid itself of unwanted cells without 

harming neighbouring cells (Bullinger, 2005, p.7794).   

Apoptosis occurs in all animals, indeed animals cannot survive without it, and in a mature 

human cell death exactly balances cell division.  In contrast, when a cell dies accidentally 

through injury the process is not controlled and it dies through a process called Necrosis 

whereby the cell swells and bursts, spilling its contents onto the surrounding tissue.  A cell 

can sometimes recognise when it has been damaged and initiate Apoptosis, moreover, cells 

will kill themselves routinely unless they regularly receive Apoptosis-suppressing signals 
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from their environment, so that they survive when needed and kill themselves when they 

are not – for the greater good of the animal as a whole (Raff, 1998). 

In terms of the disciplines of Natural Computing shown in Figure 1, the Apoptosis 

metaphor can be viewed within the context of Artificial Immune Systems (Saudi et al., 

2008).  Here, the concept of Apoptosis is applied to computer system security whereby a 

system is built from many small units and if one becomes “damaged” e.g. through a 

computer virus it either initiates, or is instructed to initiate, Apoptosis, without affecting 

surrounding system components – the analogy being an animal cell invaded by a virus and 

the immune system recognising the foreign body and attacking it.  Creating such an 

artificial immune system for a self-managing autonomic computer system, i.e. a system 

capable of self-configuring, self-healing, self-optimising and self-protecting, has been 

described as somewhat of a Holy Grail  inspiring a plethora of research papers (Miller, 

2005; Hart et al., 2007).  The autonomic computing paradigm is based on the biological 

metaphor of the Autonomic Nervous System in that it is self-managing without conscious 

input from the user, and is gaining ground as a way of designing and building systems 

capable of dealing with increasing cost and complexity.  It is argued that Apoptosis will 

make a valuable contribution to future autonomic systems (Sterritt & Hinchey, 2005a).  

Indeed, Gabriel and Goldman (2006) expect software to become like self-sustaining and 

self-repairing living organisms continually adapting to its environment. 

1.4 Agent Based Systems 

An example of a computer system built from many small units is a system which utilises 

Mobile Agents.  A Mobile Agent is a digital object which is not bound to the system on 

which it originated, but has the ability to move from one networked host to another, 

carrying its state and data with it, and once it reaches its destination host is able to interact 

with, and utilise the services of, the destination host agent system (OMG, 2000). 
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Mobile agent-based systems have gained in popularity as a replacement for more 

traditional client/server based models, with the advantages that they can reduce network 

traffic and function independently of their originating host system, reporting back to the 

originating host later with small amounts of information (Staneva & Dobreva, 2004; 

Staneva & Gacheva, 2004).  The following 7 features have been proposed as good reasons 

for the use of Mobile Agents (Lange & Oshima, 1999, pp.88-89): 

1. Agents reduce the load on the network.  This is due to the fact that the agent carries 
out its work at the destination host rather than using communication protocols to send 
messages (and thus traffic) back and forth across the network.  Rather than pulling data 
across the network from a remote host for processing, an agent can visit the host, 
process the data in-situ, then return home. 

2. Agents can overcome network latency. For example, in a critical real-time system 
where the time taken for instructions/commands/updates to cross a complex network 
might be unacceptable, an agent can act in-situ in the system to make decisions in real-
time without network latency. 

3. Agents encapsulate protocols. This allows changes to be made in the proprietary 
protocols used for communication between the agent and its host environment, whilst 
allowing the agent to cross the network using established standard communications 
protocols. 

4. Agents execute autonomously and asynchronously.  Unlike with a client/server 
system, a continuously open network connection between the system which creates an 
agent, and the target system where it will perform its work is not required.  The agent 
can transfer to the target system and perform the work independently of the process 
which originally created it.  The tasks which the agent must perform are embedded into 
it. 

5. Agents can adapt dynamically.  Agents are aware of their host environment and can 
respond to it without reference to a centralised command and control system.  They can 
also interact with other agents within the host. 

6. Agents are naturally heterogeneous.  Agents are generally dependant only on their 
execution environment, and are independent of computer architectures, operating 
systems and network transport layers.  This allows them to operate in heterogeneous 
systems built from multiple types of systems. 

7. Agents are fault-tolerant and robust.  It is easier to built fault-tolerant and robust 
systems when agents can respond to their host environment, for example by persisting 
themselves to disk or moving to another host when the environment indicates it is 
closing down. 

However, various security issues have been cited as reasons why agent-based systems have 

not been fully utilised (Ahmed, 2005).  These issues include the need to protect: 
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• the destination host from malicious agents 
• the mobile agent from a malicious host 
• the mobile agent from other mobile agents 
• the network on which they operate. 

The Apoptosis metaphor has been suggested as a means of improving the robustness of 

Mobile Agents within an autonomic computer system, allowing the system to attempt to 

repair malfunctioning agents and, if unsuccessful, induce them to self destruct then replace 

them with new ones.  It is argued that this process will require few resources and not 

interfere with the continuous operation of the overall system (Olsen et al., 2008).  Nature 

has evolved robust solutions to challenging problems and by learning from these solutions 

more robust systems can be developed in the future.  Deploying systems with a large 

number of (possibly often-unreliable) Mobile Agents requires a mechanism to adapt to a 

wide variety of possible failures without user intervention, and Apoptosis looks to be such 

a mechanism (George et al., 2003). 

1.5 Research Aims and Research Question 

The previous section introduced Mobile Agent-based systems, one such system being 

Aglets which allows agents to move between host systems and execute autonomously.  

However, the creators of Aglets highlight a potential drawback of the system – it is 

susceptible to a Denial-of-Service (DoS) attack (Lange & Oshima, 1998, p.35).  A DoS 

attack attempts to prevent the use of a computer system by overloading the system so as to 

prevent it from processing, and responding to, legitimate requests (McDowell, 2009).  In 

such an attack, agents may either swarm into a host system or make multiple copies 

(referred to as clones) of themselves, taking over the host system’s resources and rendering 

it unable to function normally.  The aim of this dissertation was to investigate whether 

Apoptosis can be implemented in such an Agent-based system in order for it to protect 

itself against such an attack, and whether this can be accomplished efficiently and 

effectively through the use of Aspect-Oriented Programming (AOP).  For Apoptosis to be 
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implemented efficiently it will need to be implemented without undue additional memory 

requirements or additional execution time, and for it to be implemented effectively the 

Apoptotic behaviour will need to succeed in its objective of allowing the system to protect 

itself from a DoS attack.  Additionally, the implementation of the Apoptotic behaviour 

should be elegant, i.e. simple, concise and readable, and maintain a clear separation of 

concerns (SoC).  Separation of concerns is a computer science design principle commonly 

attributed to Edsger W. Dijkstra which specifies that a program should be designed in such 

a way that distinct features are kept separate, with as minimum as possible overlap of 

functionality (Dijkstra, 1974).   The overarching hypothesis is that this aim can be 

achieved, and section 1.5.1 below presents several hypotheses which were tested. 

Within Software Development, Aspect-Oriented Programming is considered a technique to 

manage increasing complexity by factoring out common design elements known as 

crosscutting concerns, into their own separate module – referred to as an aspect – and 

combining them in a “plug and play” fashion with multiple objects either during 

compilation or at runtime (Elrad et al., 2001).  Apoptotic behaviour in a mobile agent is 

one such crosscutting concern suitable for factoring out into one or more separate aspects. 

To investigate the concept of Apoptosis within an Autonomic Computing paradigm, the 

research element of this dissertation prototyped and tested Apoptotic behaviour in 

prototypes based on mobile agents.  The prototypes were tested in short but complete 

programs (Skeet, n.d.). 

The literature has suggested a number of common Apoptotic behaviours, drawn from the 

field of biology, which a digital object might implement.  These behaviours can be 

amalgamated into the following list: 

• Controlled self-destruct without detrimental effect on the surrounding host 
environment. 

• Receipt of "Stay Alive" signals from a trusted external source, initiating Apoptosis 
on cessation of these signals. 
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• Sending "I'm alive" signals back to a base controller. 

• Initiating Apoptosis when damage is detected (e.g. an exception). 

• Initiating Apoptosis when instructed to do so from trusted external source. 

• Instructing adjacent agents to initiate Apoptosis. 

• Replacing adjacent agents which have self-destructed with new ones. 

In order to research the hypothesis that Apoptosis can be used as a mechanism for an 

agent-based system to protect itself from a DoS attack, the first two of the above 

behaviours – controlled self-destruct and “Stay Alive” signals were prototyped.  These 

particular behaviours were selected because they directly parallel biological behaviour 

described in the literature. 

1.5.1 Hypotheses 

Section 3.3 presents the prototypes created to test the hypotheses below, whilst section 3.4 

presents the CK Metrics Suite which was used to provide quantitative metrics for the 

prototypes.  These prototypes consist of classes which implement Apoptotic behaviours 

through either traditional inheritance or AOP, and were used to test the following 

hypotheses: 

1. That implementing Apoptotic behaviour though AOP will result in greater 
memory requirements than implementing it through traditional inheritance, 
defined as greater memory consumption in bytes, but that the increased memory 
requirements will not be unduly large or significant and that the prototype will be 
efficient.  This hypothesis considers the efficiency of a class in terms of its memory 
consumption.  It is assumed that a class which implements Apoptosis through AOP will 
consume more memory than one which implements it through traditional inheritance 
due to the additional objects created by the AOP framework. 

2. That instances of classes which implement Apoptotic behaviour through AOP will 
take longer to initialise than instances of classes which implement it though 
traditional inheritance, defined as a greater time in milliseconds, but that the 
increased initialisation time will not be significant and that the prototype will be 
efficient.  This hypothesis considers the efficiency of a class in terms of the time it 
takes to fully initialise.  It is assumed that a class which implements Apoptosis through 
AOP will take longer to initialise than one which implements it through traditional 
inheritance due to the additional objects created by the AOP framework. 
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3. That a class which implements Apoptotic behaviour through traditional 
inheritance will be more tightly coupled than a class which implements it via 
AOP, defined as a higher CK-CBO metric.  Section 3.4 discusses the CK Metrics 
Suite which is a set of metrics to measure class design, and the Coupling Between 
Object Classes (CBO) metric is a count of the number of other, non-inheritance related, 
distinct class hierarchies on which a class is dependant.  It is a measure of the 
understandability and reusability of a class. 

4. That a class which implements Apoptotic behaviour through AOP will be more 
reusable, maintainable and understandable than a class which implements it via 
traditional inheritance, defined as a lower CK-WMC metric.  The Weighted 
Methods per Class (WMC) metric is a count of the number of methods a class 
implements.  It is a measure of the understandability, maintainability and reusability of 
a class. 

1.5.2 Objectives 

In order to achieve the aim of this research, the following objectives needed to be met: 

1. An investigation into the current state-of-the-art in autonomic and Apoptotic 
computing was conducted in order to complete the literature review. 

2. An investigation into AOP and current AOP frameworks for the .NET platform was 
completed. 

3. A number of Apoptotic behaviours were selected for prototyping. 

4. Prototypes which implemented Apoptosis via AOP and traditional inheritance were 
developed. 

5. The development of tests to be conducted on the prototypes, along with evaluation 
criteria for those tests. 

6. Conducting the tests on the prototypes. 

7. Analysis of the test results. 

The prototypes were implemented using the C# programming language on top of the 

Microsoft .NET Framework, along with an existing AOP framework - PostSharp (ISO, 

2006; Microsoft, n.d.; Fraiteur, 2008).  The JetBrains dotTRACE 3.1 performance and 

memory profiler was used to compare and contrast the performance and memory 

requirements of multiple different  prototype implementations (JetBrains, n.d.).  Where 

appropriate, prototypes communicate with each other using property accessors and the 

.NET Event Model, an Event being a member of a class to which other objects can 

subscribe in order to receive notifications when a state change or other such event has 

occurred (ISO, 2006, p.307).  An Accessor is a method of a class which retrieves the value 
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of an internal variable, and has a counterpart – a Mutator – which assigns a value to an 

internal variable.  These methods are commonly known as Getters and Setters, and are 

used to promote encapsulation – or data hiding – whereby the internal mechanisms of the 

class are hidden from clients of that class (The Open University, 2005, p.220). 

1.6 Contribution to Knowledge 

Prior work described in the literature concluded that autonomic self-monitoring properties 

can be successfully implemented in a system using AOP with little additional overhead.  

Similarly, this dissertation investigated whether Apoptotic self-destruct properties can be 

implemented in a prototype using AOP with little additional memory or performance 

overhead.  It investigated Apoptotic Computing by implementing the Apoptotic behaviours 

of self-destruct and “Stay Alive” signals drawn from the literature, through the use of both 

AOP and traditional inheritance, and compared the efficiency of the two methods.  The 

prototypes were written in C# on the .NET platform and the PostSharp framework was 

used to provide AOP.  

The prototypes were inspired by mobile agents, and the research question investigated 

whether an agent-based host system can utilise Apoptosis to protect itself from a Denial-

of-Service attack.  Section 1.5.1 hypothesised that a prototype which implemented 

Apoptotic behaviour through AOP would consume more memory and take longer to 

initialise than one which implemented it through inheritance, but that the increased 

memory usage and initialisation time would not be significant and that the Apoptotic 

behaviour would be implemented efficiently through AOP.  The subsequent research 

showed this to be true, albeit with a PostSharp implementation-specific issue which was 

identified whereby the first instance of an AOP prototype took significantly longer to 

initialise as the PostSharp AOP framework loaded a serialised version of the prototype 

from disk. 
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Section 1.5.1 went on to hypothesise that prototypes which implemented Apoptotic 

behaviour through AOP rather than inheritance will be more reusable, maintainable and 

understandable.  Metrics from the CK Metrics Suite were used to evaluate these 

hypotheses and found them to be true. 

The above mentioned findings from this research contribute to our knowledge of the use of 

AOP to implement Apoptotic behaviour.  

1.7 Summary 

This chapter has described the increasing problem of complexity in computing and how 

researchers are now looking to nature for solutions.  Autonomic computing has been 

proposed as a solution to the complexity problem, with Apoptosis or self-destruct for the 

greater good of the overall system, being one property of an autonomic system.  This 

chapter also introduced mobile agent-based systems and described some of their 

advantages and disadvantages, and posed the research question: can Apoptosis be 

implemented efficiently and effectively, through the use of Aspect-Oriented Programming, 

in an Agent-based system in order for it to protect itself against a Denial-of-Service attack?  

The hypothesis is that it can be. 
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Chapter 2 Literature Review  

This chapter presents the literature which has motivated this research.  It begins by 

discussing the origins and objectives of autonomic computing, before focussing on 

Apoptosis, or self-Destruct, as a specific autonomic property.  This is followed by some 

specific examples of how Apoptosis can be applied to computer systems, including several 

examples from the literature, before defining several specific Apoptotic behaviours.  The 

chapter goes on to discuss mobile-agent based systems and finally Aspect-Oriented 

Programming. 

2.1 Autonomic Computing 

Autonomic Computing originated at the IBM Research Division as a holistic approach to 

solving the growing problem of complexity in computing, a problem which is growing at 

an exponential rate (Horn, 2001; Lightstone, 2007).  Horn states that the problem is not 

about maintaining pace with Moore’s Law, which originally stated that transistor counts 

would double every year, but with the problems arising from there being insufficient 

skilled IT workers available to maintain and administer the ever increasing numbers of 

interconnected computer systems and associated devices such as Personal Digital 

Assistants (PDAs), Smartphones, and other internet-enabled devices (Moore, 1965).  He 

goes on to say that increasingly powerful systems are being developed to improve 

productivity through the automation of mundane tasks, thus allowing people to concentrate 

on new tasks, but that this automation has the effect of causing complexity as a byproduct, 

requiring increasing numbers of skilled IT workers to manage that complexity.  This was 

confirmed by Mainsah (2002) in his review of Horn’s Autonomic Computing initiative, 

and he also concluded Autonomic Computing to be the solution to the complexity problem 

and corresponding skills shortage.  To put a quantitative figure on the shortage of skilled 

IT workers, the overall perceived shortage of IT skills in the UK rose from 4.2% in 2007 to 
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6.8% in 2008, with 40% of respondents reporting recruitment and retention issues, up from 

29% the previous year (NCC, 2008). 

The cause of increasing complexity has also been attributed to the complexity of the real-

world problems software is now trying to address.  Gabriel and Goldman (2006) of Sun 

Microsystems discuss the problem of increasing software complexity, arguing that 

software complexity arises from the complexity of the problems it is trying to solve, and 

that currently there are a lack of good models describing how complex systems are 

organised.  They believe that software will eventually become self-repairing and self-

sustaining, comparable to a living organism. 

Autonomic Computing was inspired by the human autonomic nervous system as a self-

managing, self-regulating, system which carries out its functions in the background 

without conscious effort on the part of the individual (Horn, 2001).  As an example of this 

self-regulating autonomy, Horn describes how people do not consciously increase their 

heart and respiratory rates when running for a train – the autonomic nervous system 

performs those tasks automatically – allowing humans to think about what they want to do 

rather than how to do it.  This is the metaphor Horn proposes to build computer systems 

capable of running themselves – self-regulating and self-managing.  Autonomic systems 

need to be endowed with self-management capabilities which enable them to carry out the 

detail of their management tasks according to high-level objectives specified by humans 

(Kephart, 2005).  These autonomic self-* properties were expanded into the self-CHOP 

system at IBM, and Miller (2005) of IBM describes the four constituent elements of the 

self-CHOP autonomic system: self-Configuring, self-Healing, self-Optimising and self-

Protecting.  He concludes that, whilst a useful way of characterising aspects of autonomic 

computing, the four disciplines of self-CHOP should not be considered in isolation, but 

should be integrated.  Sterritt and Hinchey (2005)  expect to see more self-* behaviours 

emerging as requirements for autonomic systems, including: self-Anticipating, self-
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Critical, self-Defining, self-Destructing, self-Diagnosis, self-Governing, self-Organised, 

self-Reflecting and self-Simulation.  This dissertation considered the role of self-Destruct 

in computing systems. 

Marshall and Dai (2005) state that with increased complexity, conventional systems suffer 

a degradation in reliability because of the accumulation of errors in the system, and argue 

that Autonomic Computing will help resolve this issue and thus produce more reliable 

systems.  Describing the properties of an autonomic self-CHOP system, they argue: 

• self-Configuration improves reliability by reducing configuration errors made by 
people due to their inability to optimally configure large, complex and dynamically 
evolving systems. 

• self-Healing allows a system to automatically diagnose, and then recover from, 
faults.  Reliability is improved because the system will repair only the part which 
has failed, without bringing down the whole system, thus retaining at least some 
resource availability. 

• self-Protection improves reliability by allowing an autonomic system to protect 
itself from both internal and external attack. 

Hart et al., (2007) support the above arguments, stating that autonomic systems must be 

able to “heal” themselves by having the ability to recover from both routine and 

extraordinary events.  They add that autonomic systems must be aware of their 

environments and surrounding activity, and be able to act on them accordingly. 

Horn (2001) said that the level of automated functionality which might be possible through 

Autonomic Computing might seem like a panacea for the next era of computing, leading  

Sterritt and Hinchey (2005) to ask whether Autonomic Computing is panacea or 

poppycock?  In other words, is Autonomic Computing a remedy for all the industry’s 

computing ills or simply nonsense?  After reviewing a number of success stories from 

early Autonomic Computing systems, they concluded that the autonomic metaphor had 

much to offer in the advancement of complex systems and the future of computing, 

arguing that future autonomous systems will rely on autonomic properties for their 
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viability and very existence, but that the autonomic community should be wary of 

portraying it as the next Silver Bullet.  Huebscher and McCann (2008) highlight a number 

of open challenges in Autonomic Computing on which the autonomic community should 

now focus, including how to evaluate the performance of an autonomic system and the 

need to establish a distributed trust mechanism between systems.  They do however 

conclude that in the future Autonomic Computing will be as accepted and widespread as 

distributed computing is today. 

2.2 Apoptosis and Apoptotic Computing 

In cellular biology, Apoptosis is a mechanism of programmed cell death whereby perfectly 

healthy cells regularly commit suicide for the greater good of the living organism, and all 

cells come with this self-destruct mechanism built-in (Raff, 1998).  This is the metaphor on 

which this dissertation was focussed – research into ways for digital objects to commit 

suicide for the greater good of the overall system, without causing any harm to their host 

environment. 

Figure 1 portrayed Apoptotic Computing as a sub-branch of Autonomic Computing which 

in turn is portrayed as a sub-branch of Natural Computing.  To put this into context, Horn 

(2001), in describing an Autonomic system, stated that it can be built up from components 

with some Autonomic capabilities at each level from microprocessors to servers to 

networks of servers and other devices.  He then compared this to the hierarchy of the 

human body built up from cells to organs to systems of organs (e.g. the autonomic nervous 

system), with each level in the hierarchy maintaining some measure of independence 

whilst contributing to the higher needs and good of the body as a whole.  Raff (1998) 

described how Apoptosis is a programmed self-destruct mechanism at the cellular level, 

therefore it can be argued that Apoptotic Computing is a sub-branch of Autonomic 

Computing residing at the component level, corresponding with the self-Destruct 

autonomic property put forward by Sterritt and Hinchey (2005).  When describing the 
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wider field of Natural Computing, Kari and Rozenberg (2008) do not address Autonomic 

Computing specifically, but discuss artificial immune systems, which would form the self-

Healing property of an autonomic system (Miller, 2005).  The Apoptosis metaphor has 

been put forward in the context of an artificial immune system applied to computer 

security, particularly with a view to combating increasingly malicious software (Saudi et 

al., 2008).  In this case, the computer system would be compartmentalised into many small, 

disposable, components or cells, which can then initiate Apoptosis should they become 

infected in some way. 

2.2.1 Proposals for Apoptosis in Computing 

The following section provides a brief description of some proposals for the use of 

Apoptosis in the literature: 

Chapter 1 briefly introduced how Saudi et al. (2008) considered Apoptosis as a mechanism 

to improve the security of computer systems against attack by malware.  They demonstrate 

this in their subsequent work on the STAKCERT Framework which they developed to 

control and isolate a computer attacked by a worm (Saudi et al., 2009, p.105).  The 

STAKCERT Framework operates in two phases: phase one utilises a set of algorithms to 

detect and identify a worm, whilst phase two utilises Apoptosis to separate the computer 

from the network so as to prevent the worm from spreading – thus following the Apoptosis 

metaphor of self-destruct for the greater good of the system.  Apoptosis in STAKCERT 

comprises of the infected computer disallowing services, locking unrelated ports and 

shutting down server-based applications. 

Tschudin (1999) discusses Apoptosis in the context of a distributed service composed of 

numerous tiny mobile programs distributed across many physical network nodes at 

runtime. In contrast to a monolithic server application, the mobile programs are 

dynamically reconfigurable and can bind to different physical locations at runtime, for 
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example to make optimum use of resources. Tschudin refers to these fine-granular mobile 

code based network services as Highly Distributed Mobile Services (HDMS).  Terminating 

such distributed services poses a challenge because, unlike for example a large mail server 

application, the programs' physical locations on the network are difficult to ascertain and 

they can only be accessed via the same network on which they are functioning, i.e. one 

cannot have a separate control channels to communicate with the distributed service. 

Instead, Tschudin proposes to build Apoptotic behaviour into the tiny mobile programs 

which make up the HDMS, then using a second HDMS to initiate the self destruct process 

when there is a need to end the first service, for example if it has reached a state where it 

cannot return to a safe configuration. In response to an external event, a termination signal 

will be propagated to the mobile programs along the same lines as the HDMS originally 

deployed itself.  In effect, a controlled, orderly, mass suicide of the service components 

will result.  The “Death Signal” will trigger code in the mobile objects which both initiates 

the Apoptosis routines and causes the object to further propagate the signal. 

Lilien and Bhargava (2006) present a proposal for the introduction of Apoptotic behaviour 

into objects in the form of atomic bundles which couple sensitive data and associated 

metadata, to be passed between systems with different levels of trust, based on the owner 

of that data’s security requirements regarding the privacy of their data, which they define 

as the owner's ability (via the object) to control the availability and exposure of their 

information.  Private data is only exposed by the bundle with the owner's explicit consent. 

Lilien and Bhargava cite existing privacy solutions but argue that privacy would be better 

implemented if privacy protection mechanisms were a part of the actual data they are 

supposed to protect, i.e. bundles, for the data's lifetime. 

The private data within the bundle is at greater risk the further it is disseminated through a 

chain of systems.  Under Lilien and Bhargava’s scheme, if a data bundle detects it is within 
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a system it does not trust to access the data it is carrying, the endangered digital object can 

initiate Apoptosis to self-destruct and destroy the data it holds in a controlled manner in 

order to protect the data owner’s privacy.  They propose a controlled “adaptive 

evaporation” of the data through Apoptosis whereby the private data is destroyed first, 

followed by the metadata in order to prevent any of the private information in the bundle 

being inferred from the metadata. 

Lilien and Bhargava propose implementing the Apoptosis mechanism through a set of 

detectors in the object which trigger the Apoptosis code when a credible threat is detected. 

However, in their scheme this is not an “all or nothing” scenario – the object might have 

different trust levels for different host systems and can adapt the Apoptosis accordingly, 

e.g. destroy or obfuscate some of the sensitive data whilst making other data available in 

accordance with the amount of trust the data owner’s preferences give to the host system. 

This is their “adaptive evaporation” through Apoptosis – in some systems the owner might 

only want their information made anonymous, whereas in others, it should be rapidly and 

totally destroyed to preserve privacy. 

Arguably Lilien and Bhargava’s work on self-destructing Apoptotic data bundles can be 

incorporated into, and compliment, the proposal by Arora et al. (2006) to build autonomic 

self-optimisation and self-configuration properties into healthcare information supply 

chains, which they argue should be able to respond to surges in demand, for example due 

to an epidemic.  Doctors, patients, healthcare organisations, laboratories, public health 

bodies and insurance companies (in the USA) are intrinsically linked and collaborate, to 

ensure the availability of the right data to the right agency at the right time.  An epidemic 

can result in a scarcity of the resources required to treat patients effectively, and the 

complexity required to re-allocate and redistribute resources would rapidly overwhelm 

human administrators.  Arora et al. argue that the application of autonomic self-

configuration and self-optimisation properties would allow the system to relieve human 



  19 

administrators of this burden and redistribute resources optimally.  In this context, the 

Apoptotic properties of the data bundles proposed by Lilien and Bhargava would protect 

the sensitive patient data as it is forwarded between the autonomic systems of the various 

collaborating agencies.  This example illustrates the role Apoptosis can play in autonomic 

computing, along with the role autonomic computing can play in solving the problem of 

increasing complexity. 

Tschudin's approach to Apoptosis in digital objects differs from that of Lilien and 

Bhargava in several important ways.  Firstly, Tschudin's object is told to initiate Apoptosis 

by a trusted message received from the external environment whereas Lilien and 

Bhargava's object initiates Apoptosis itself based on its mistrust of the external 

environment it finds itself in.  Secondly, Tschudin's approach involves many small objects 

all self-destructing as a single composite unit which makes up the distributed service, 

whereas Lilien and Bhargava propose to encapsulated all data into a single atomic bundle. 

Sterritt and Hinchey (2005b) describe the Apoptosis metaphor with regard to NASA’s 

ANTS (Autonomous Nano-Technology Swarm) mission which, between 2020 and 2030, 

will launch a swarm of around 1,000 tiny spacecraft from a factory ship to explore an 

asteroid belt.  They claim around 60-70% of these ships will be destroyed on entering the 

belt, with the remaining “workers” acting as a swarm to explore the belt, the analogy being 

a swarm of ants as described by Kari and Rozenberg (2008) – see Swarm Intelligence in 

Figure 1.  Sterritt and Hinchey go on to describe how, if and when any of the remaining 

worker craft malfunction or are no longer able to recharge their solar powered batteries, 

they will either initiate Apoptosis of their own accord, or be instructed to do so by either 

the factory ship or other worker craft, and thus self-destruct. 
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2.2.2 Apoptotic Behaviours 

The previous section described some of the applications for Apoptosis in computing.  This 

sections identifies the specific Apoptotic behaviours prototyped in this dissertation, and the 

literature which motivated their inclusion. 

To recap, a Mobile Agent is a digital object which has the ability to move from one 

networked host to another, carrying its state and data with it, and once it reaches its 

destination host is able to interact with the destination host agent system (OMG, 2000).  

Sterritt and Hinchey (2005a) describe agents as one of the key enablers for engineering 

autonomic properties into systems, and discuss the use of the Apoptosis metaphor as a 

mechanism to allow mobile agents to send each other dynamic health indicator signals.  

They propose several Apoptotic concepts for use as signals between agents in autonomic 

systems: 

• Heart-Beat Monitor  – A signal sent from a mobile agent to indicate it is “still 
alive”. 

• Pulse Beat Monitor – A signal sent from a mobile agent with the pulse rate 
indicating the urgency of the signal. 

• Apoptosis – a “stay alive” signal sent to a mobile agent indicating that it should not 
self-destruct.  This is directly comparable to biological equivalent discussed by 
Raff (1998). 

After initially questioning whether Apoptosis is a metaphor too far, Sterritt and Hinchey 

conclude that Apoptosis and the self-Destruct autonomic property will be valuable in 

future autonomic systems. 

Tschudin (1999) proposed the use of Apoptosis to send self-destruct signals to the 

distributed components of a highly distributed system, whereby each component processes 

the self-destruct message, passes it on, then self-destructs.  This differs from the “Stay 

Alive” signals discussed by Sterritt and Hinchey (2005a) in that the object is directly 

instructed to self destruct as opposed to self-destructing by default in the absence of a 

signal instructing it not to. 
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Like Sterritt and Hinchey, Olsen et al., (2008) also propose a system which utilises “Stay 

Alive” signals to prevent agents from self-destructing by default.  They propose a self-

regenerating system whose agents have a notion of “citizenship” in the system and are able 

to monitor their environment.  If an agent detects a fault in itself it first attempts to repair 

itself, and if this fails it will initiate Apoptosis.  If an agent in the system detects another 

malfunctioning agent it will send it a signal to initiate self-destruct.  Surrounding agents 

will then attempt to generate a new agent to take the place of the terminated 

malfunctioning agent.  This self-destruction and regeneration is carried out at a low level 

within the system and does not require many system resources, thus the functioning of the 

system is uninterrupted. 

2.3 Mobile Agents 

The Object Management Group has published the Mobile Agent Facility Specification 

(MASIF) as a standard to promote interoperability between mobile agent based systems 

developed in a common language but by different vendors (OMG, 2000).  The OMG 

propose that the mobile agent community should standardise: Agent management, Agent 

transfer, Agent and Agent system names, and location syntax.  The specification does not 

define standards for local agent operations claiming that these are implementation specific. 

The MASIF specification provides standardised definitions for mobile agents and systems, 

and presents a common interface for agents.  Whilst this dissertation focused on Apoptotic 

Computing and therefore did not research agent systems per se, agents were used as a 

vehicle for discussion in the prototypes due to the amount of existing literature on agents 

within the field of Autonomic Computing. 

Staneva and Gacheva (2004) describe how they have developed the communications 

infrastructure for their MAPNET Mobile-Agent platform in C# using .NET Remoting and 

Serialization, following the MASIF specification for migration.  In their conclusion they 

describe developing the communications services as being one of the most challenging and 
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important tasks in building the platform.  It is for this reason that agents are simulated and 

used only as a vehicle for discussion in this project. 

2.4 Aspect-Oriented Programming 

Aspect-Oriented Programming (AOP) is considered a way to manage increasing 

complexity by localising common design elements, known as crosscutting concerns, into 

their own separate module – referred to as an aspect – and combining them in a “plug and 

play” fashion with multiple objects either during compilation or at runtime.  A single 

aspect can then advise many different objects (Elrad et al., 2001).  An aspect can be 

defined as a unit of modularity, encapsulation and abstraction for the implementation of 

crosscutting concerns, enabling the logic which may otherwise be scattered throughout a 

system to be encapsulated in a single module. By encapsulating the implementation details 

of the function or feature they implement, aspects can hide this detail from the rest of the 

system in much the same way that classes can hide their implementation details by 

controlling access to their members (Colyer et al., 2005, p.136). 

The code for Apoptosis was considered to be a crosscutting concern in this dissertation. 

Without AOP, virtually identical Apoptosis code would either need to be implemented in 

multiple objects, scattered throughout the implementation, or a common base class. With 

AOP, a single Apoptotic aspect can be created to advise each object at the appropriate join 

points, thus creating a more modularised prototype design and implementation. 

Chan and Chieu (2003) propose AOP as a technique to introduce Autonomic self-

monitoring and self-managing properties into legacy systems, particularly where the 

original source code is either not available or is too loosely coupled and spread throughout 

the application.  They state that monitoring application state and initiating appropriate 

corrective actions when exceptions are raised to be a common method of implementing 

Autonomic self-Healing behaviour, and argue that the use of AOP allows the monitoring 
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functions to be developed as a separate crosscutting concern and be selectively integrated 

into the application during development or at runtime.  This is achieved by developing an 

Autonomic Manager which collects and analyses data from the monitored application by 

means of sensors developed using AOP, and then takes appropriate actions. 

The above proposal for application monitoring using AOP by Chan and Chieu has been 

implemented in a case study by Salehie et al. (2009), whereby a prototype adaptive J2EE 

e-commerce application was developed, and monitoring sensors added through the use of 

AOP.  Salehie et al. concluded that implementing the adaptive sensors though AOP to be a 

promising approach to adding Autonomic self-monitoring and self-configuring properties 

to an application, and that the AOP aspects added little overhead and performed effectively 

under a high load. 

The approach put forward by Chan and Chieu (2003) was adopted and adapted for 

prototypes and testing in this project.  Where they proposed the use of AOP to create 

monitoring aspects, this dissertation prototyped and tested Apoptotic aspects developed 

using AOP. 

2.5 Summary 

Autonomic Computing is a holistic approach to solving the problem of increasing 

complexity in computing which, if allowed to continue unabated, will overwhelm the 

industry due to our inability to manage it.  The proposal is to develop self-managing 

systems, inspired by the autonomic nervous system, so that human administrators can 

focus on what they want the system to achieve rather than how it will achieve it.  This will 

be implemented through the inclusion of a range of "self-*" autonomic properties into the 

systems, one of which is self-destruct, inspired by the biological phenomenon of Apoptosis 

whereby a cell effectively commits suicide for the greater good of the whole organism.  

Aspect-Oriented Programming is a development technique which promotes modular 
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system design through the separation of concerns, developing functionality which affects 

many objects into separate aspects which can then be applied in a "plug and play" fashion 

to objects as required.  AOP has been proposed as a means of implementing Apoptosis in 

digital objects to allow them to self-destruct for the greater good of the system as a whole. 
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Chapter 3 Research Methods 

The research question, being the essential element of the research process, has to be 

formulated first and should then guide the selection of the research method (Jarvinen, 

2000).  The choice of research method is largely determined by the aim of the research and 

the research question, which to reiterate is: can Apoptosis be implemented efficiently and 

effectively, through the use of Aspect-Oriented Programming, in an Agent-based system in 

order for it to protect itself against a Denial-of-Service attack?  The following sections 

discusses the advantages and disadvantages of a number of possible research methods, and 

justifies the selection of the “Prototype and Test” research method. 

3.1 Alternative Research Methods Considered 

3.1.1 Case Studies 

Section 2.4 described how Salehie et al. (2009) successfully used the case study method to 

implement Chan and Chieu’s (2003) proposal for the implementation of autonomic 

monitoring sensors in an application using AOP.  However, for this dissertation a case 

study would have required the investigation, in situ, of a system which had implemented 

Apoptosis in some form in order to answer the research question.  At a minimum this 

would require either the acquisition of such a system for study or time spent with an 

organisation developing such a system.  Data collected from such a study would most 

likely be descriptive rather than quantitative, and any conclusions which emerged would be 

solely limited to the system studied (Sharp et al., 2002).  Also, it would most likely be 

heavily influenced by the characteristics of the system studied.  Therefore, a case study, 

whist suitable for Salehie et al. working in a similar problem domain, was not considered a 

suitable research method for this project due to the practical issues surrounding obtaining 

access to a suitable system to study, and the biased nature of the data which might be 

obtained. 
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3.1.2 Survey 

This would have required undertaking a survey of Computer Scientists to elicit their views 

regarding whether Apoptotic behaviours can be implemented in an object using AOP.  This 

would require participants to either be familiar with Apoptosis and AOP, or else have 

sufficient time to familiarise themselves in order to provide useful answers.  Access to a 

suitable number of such participants was considered to be unachievable, for example, 

while assessing whether to implement prototypes in C#, Java or C++, private 

communication with the creator of the AspectC++ compiler indicated that whilst he is an 

AOP expert he is unaware of Apoptotic Computing (Spinczyk, 2008).  Also, this research 

method would not yield any performance data for analysis and thus not answer the 

question of whether Apoptotic behaviours have been implemented efficiently.  It was 

therefore rejected. 

3.1.3 Interview 

This research method would most likely encounter similar problems to those which would 

have arisen when conducting a survey namely: lack of suitable participants with sufficient 

background knowledge in Apoptotic Computing and/or AOP.  However, unlike a survey 

this could be mitigated in an interview situation through the dialog between the interviewer 

and interviewee, and thus would yield more useful data that a survey.  Nonetheless, whilst 

the opinions gained might provide some useful insights into the participants view of the 

use of the Apoptosis metaphor in computing, it would not yield sufficient quantitative data 

to fully address the research question.  Therefore this research method was also rejected. 

3.2 The Prototype and Test Research Method 

The “Prototype and test” research method was selected to develop the Apoptotic 

prototypes for this project (The Open University, 2007, p.99).  The advantage of adopting 

this research method is that it calls for the development of simple objects and programs 
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which are cut down so as to primarily contain just the Apoptotic behaviour to be analysed, 

without interference from secondary elements such as graphical user interfaces.  This 

research method also allows for iteration.  McConnell (2004, p.114) states that often one 

cannot fully understand whether a software design will work until it has at least been 

partially implemented, and that design questions can be addressed through prototyping, 

which he defines as writing the bare minimum of disposable code required to answer a 

specific question.  McConnell goes on to state that this technique only works well when the 

question the prototype is designed to answer is as specific as possible, and the prototype is 

developed with the absolute minimum amount of code. 

Floyd (1984) highlights a difficulty in defining "prototyping" in software development in 

that that the literal meaning of "prototype" is "first of a type", where in other branches of 

engineering and manufacturing, the aim is to develop a feature-complete prototype then 

mass produce replicas, whereas in software development the prototype is created as a 

learning vehicle for part of a larger software system.  This is true also for this project as the 

prototypes created will only investigate a small part of what would ultimately be a much 

larger Autonomic system.  Floyd describes prototyping in software development as 

consisting of four steps: 

1) Functional selection - the choice of functions implemented in the prototype.  
Functions can either be implemented in their final form, but only a select few 
included ("vertical prototyping"), or functions are implemented sufficiently for 
demonstration purposes but not for a final product ("horizontal prototyping"). 

2) Construction - the work of building the prototype with an emphasis on evaluation 
rather than long-term use. 

3) Evaluation - Floyd considers this the decisive step in prototyping because it 
supplies feedback to the development process. 

4) Further use - at this stage the prototype can either be discarded or re-used. 

Prototyping whereby the prototype is discarded after use is referred to as closed-ended or 

throwaway prototyping, whereas open-ended or evolutionary prototyping retains the 
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prototype, which then goes on to become the first evolution of the final product (Pressman, 

1997, p.301).  This project used throwaway prototypes. 

The functions selected for implementation in the prototypes represent the Apoptotic 

behaviours discussed previously, namely controlled self-destruct and “Stay Alive” signals.  

The prototypes are constructed as minimally as possible so as to concentrate on the specific 

Apoptotic behaviour being prototyped. 

As a part of the analysis, a performance and memory profiler tool was used to evaluate the 

prototype in terms of the overhead added by the implementation of Apoptotic behaviours 

into the objects, with particular regard to object size and execution time, in order to study 

whether the behaviour had been implemented efficiently. 

3.3 Prototypes 

This subsection describes the implementation of the research method using the .NET 3.5 

Framework and C# programming language. 

The IApoptotic interface in Figure 2 below was created to declare the Apoptotic 

behaviour to be implemented by the prototypes. 



 

 

Along with a boolean 

IApoptotic interface also declares a pair of events to which other objects can subscribe 

in order to be informed 

Apoptosis.  For example, if an object held a collection of 

would subscribe to the 

notification that the inst

removed from the collection, thus removing the strong reference to it and allowing it to be 

garbage collected to release the memory space it occupied on the managed heap.  The 

callback method in the subscribed object would receive as an argument an instance of the 

ApoptoticEventArgs

Figure 3 below: 

 

 

Figure 2 - The IApoptotic Interface 

Along with a boolean StayAlive property, and an Apoptize method, 

interface also declares a pair of events to which other objects can subscribe 

in order to be informed when the object has received a StayAlive 

Apoptosis.  For example, if an object held a collection of IApoptotic

would subscribe to the Apoptized events of the individual instances so as to receive 

notification that the instance has self-destructed.  This would allow the instance to be 

removed from the collection, thus removing the strong reference to it and allowing it to be 

garbage collected to release the memory space it occupied on the managed heap.  The 

n the subscribed object would receive as an argument an instance of the 

ApoptoticEventArgs class containing information about the event, as shown in 
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The ApoptoticEventArgs

information to the subscriber regarding the event:

1. EventTime 

2. EventType 
indicate the type of event (see 

3. Message – 

4. Source – the object which raised the event.

Figure 

Figure 5 below shows the hierarchy of prototype classes.

 

 

Figure 3 - The Apoptotic EventArgs Class

ApoptoticEventArgs class contains a number of properties which provide 

information to the subscriber regarding the event: 

 – the time the Apoptotic event occurred. 

 – an instance of the ApoptoticEventType
e type of event (see Figure 4 below). 

 a textural description of the event. 

the object which raised the event. 

 

Figure 4 - The ApoptoticEventType Enumeration

below shows the hierarchy of prototype classes. 
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Figure 5 - The Prototypes class Hierarchy

At the top of the hierarchy is the abstract Agent base class.  This defines an unique 

numeric ID for each subclass instance which serves for identification purposes, along with 
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an abstract Run method which concrete subclasses must implement.  In these prototypes, 

this method currently serves for illustrative purposes only.  The Agent class serves as an 

abstract base class to two further abstract classes: the PlainAgentBase class and the 

AspectOrientedAgentBase class.   

The PlainAgentBase class implements the IApoptotic interface shown in Figure 2 

directly in the source code, thus the implementation of the Apoptotic behaviours will be 

inherited by, and common to, all of its subclasses.  However, the 

AspectOrientedAgentBase class does not implement the IApoptotic interface 

directly, this is achieved post-compilation through the PostSharp AOP weaver modifying 

the compiled binary DLL library assembly.  This is achieved by decorating a class with a 

custom attribute, which is a piece of code annotation metadata indicating to the weaver that 

that the class is to implement a given Interface, and in the source code the 

AspectOrientedAgentBase class is decorated with the Apoptotic attribute: 

    [Apoptotic] 

    public abstract class AspectOrientedAgentBase : Agent 

    { 

    } 

Figure 6 - The AspectOrientedAgentBase 

In .NET, a custom attribute is a class which derives from the System.Attribute class 

or one of its subclasses.  Figure 7 below shows the ApoptoticAttribute class, which has as 

its base class the PostSharp.Laos.CompositionAspect class from the PostSharp 

AOP framework. 



 

 

In order to implement the IApoptotic interface in the 

class via AOP post-buil

ApoptoticObject

AspectOrientedAgentBase

Figure 8 shows the ApoptoticObject

It is through this mechanism that the 

the IApoptotic interface and defines the common Apoptotic behaviours subsequently 

inherited by its subclasses.  

 

 

Figure 7  - The ApoptoticAttribute class

In order to implement the IApoptotic interface in the AspectOrientedAgentBase

build, the PostSharp weaver generates an instance of the 

ApoptoticObject class and encapsulates an instance of the 

AspectOrientedAgentBase class as a private field named _instance

ApoptoticObject class. 

Figure 8  - The ApoptoticObject class 

It is through this mechanism that the AspectOrientedAgentBase

interface and defines the common Apoptotic behaviours subsequently 

inherited by its subclasses.  However, in order to access the Apoptotic behaviour in the 
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The ApoptoticAttribute class 

AspectOrientedAgentBase  

d, the PostSharp weaver generates an instance of the 

_instance within it.  

 

 

AspectOrientedAgentBase class implements 

interface and defines the common Apoptotic behaviours subsequently 

However, in order to access the Apoptotic behaviour in the 
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AspectOrientedAgentBase subclass, it must first be cast to an instance of the 

IApoptotic interface, whereas clients of PlainAgentBase subclasses can access the 

appropriate properties and methods directly.  In both cases, the Apoptize method uses 

the .NET Framework’s reflection mechanism to discover, then iterate over, all the 

accessible instance properties.  If the property itself has implemented the IApoptotic 

interface then the property’s Apoptize method is called, else the property is set to null. 

Concrete Prototypes 

Figure 5 shows 3 concrete Agent subclasses developed for testing purposes, two derived 

from the PlainAgentBase class – the PlainAgent and NameListAgent 

subclasses, and one from  the AspectOrientedAgentBase  class – the 

AspectOrientedAgent class.  The Apoptotic behaviour of the former two subclasses 

is implemented through inheritance, whereas the latter class implements it through AOP, 

which results in the same lines of code being duplicated in two separate classes. 

3.4 The CK Metrics Suite 

The design of the prototype classes was assessed using metrics from Chidamber and 

Kemerer’s (CK) Metrics Suite for Object Oriented Design (Chidamber & Kemerer, 1994).  

A metric has been defined as: 

“A quantitative measure of the degree to which a system, component, or process 
possesses a given attribute.” (IEEE, 1990, p.47) 

Chidamber and Kemerer developed this suite of metrics in response to criticisms of 

previous metrics which cited: a lack of a theoretical basis; a lack of desirable measurement 

properties; insufficient generalisation; being too dependent on the implementation 

technology; and being overly labour intensive for data collection.  They claim their suite 

provides a set of metrics for object-oriented design which are theoretically grounded and 
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empirically validated, and furthermore specifically address those aspects which are unique 

to object-oriented design in its approach of modelling real-world objects, namely: classes, 

encapsulation, inheritance and message passing.  The CK Metrics Suite comprises of six 

metrics which have been summarised by Zakaria and Hosny (2006, pp.2-3) as follows: 

1. Weighted methods per class (WMC) measures the maintainability, understandability 
and reusability of a class by measuring the number of methods it implements.  Firstly, 
the more methods a class implements, the more time and effort will be required to 
develop and maintain it.  Secondly, since all subclasses will inherit the methods, the 
more methods a class implements, the greater the impact on its subclasses.  Finally, 
classes which implement large numbers of methods are likely to be less reusable as 
they are more likely to be application-specific. 

2. Depth of the inheritance tree (DIT) measures the understandability, reusability and 
testability of a class by measuring the distance from the class to its root in the 
inheritance tree.  The DIT metric is the number of ancestors a class has, and the more 
ancestors then the more methods the class is likely to inherit, thus making its behaviour 
more complex to predict.  Deeper inheritance trees lead to more complex designs 
because they involve more classes and their respective methods, however, deeper 
inheritance trees do increase the potential for reuse. 

3. Number of children (NOC) measures the efficiency, reusability and testability of a 
class by counting its immediate subclasses, which provides an indication of the 
potential influence the class can exert on the design of the system.  A class with a large 
number of immediate subclasses might indicate an improper use of abstraction, 
however, it can also increase reusability because inheritance is considered a form of 
reuse.  Also, the class might require greater testing of its methods which will increase 
the time required for testing. 

4. Coupling between object classes (CBO) is a count of the number of other, non-
inheritance related, distinct class hierarchies on which a class is dependant, i.e. classes 
to which it is coupled.  Classes with excessive coupling are difficult, or sometimes 
impossible, to reuse, whereas more independent or loosely-coupled classes facilitate 
reuse.  A highly coupled system is more difficult to understand due to the interrelation 
between different parts of the system, and more difficult to maintain because it is more 
sensitive to changes in other parts of the system. 

5. Response for a class (RFC) evaluates the understandability, maintainability and 
testability of a class by counting the total number of methods which can be invoked in 
response to a message received by an instance of the class, including methods 
subsequently called inside the class itself.  RFC is a measure of complexity, and the 
more methods which can be invoked via messages, the more complex the class, making 
it more difficult to understand and debug. 

6. Lack of cohesion in methods (LCOM) evaluates the efficiency and reusability of a 
class by measuring the extent to which its methods are related to each other and how 
they interact both with each other and on the instance variables of the class.  LCOM is 
a measure of the cohesiveness of the class design, whereby high cohesiveness is 
desirable as it promotes encapsulation and good class division.  The LCOM metric is 
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calculated for each instance variable whereby a value is calculated for the percentage 
of methods in the class which use that variable.  The percentages are then averaged and 
subtracted from 100%.  Lower percentages indicate a greater cohesion whereas higher 
percentages signify low cohesion indicating that the class is probably too large with too 
many methods performing different functions, and that it could probably be refactored 
into several smaller classes with higher cohesion. 

Chidamber and Kemerer state that these six metrics were specifically designed to measure 

the complexity in class design, and are thus static measurements which can be taken before 

program execution and are not implementation specific.  They also highlight a limitation of 

this approach in that it does not capture any dynamic behaviour in a system. 

There have been a number of published studies validating the CK Metrics Suite.  Olague et 

al. (2007, p.418) conducted an empirical validation of 3 object-oriented metrics suites, 

including the CK suite, and concluded it to be a good predictor of object-oriented software 

quality when developed using highly iterative and agile software development 

methodologies.  However, they also concluded that the metrics can be affected by class 

size stating that when development is still in the early stages and complexity is still low, 

the CK metrics will not be very effective.  This conclusion supports previous work by El 

Emam et al. (2001, p.643) in that it considers class size, however, they argue that class size 

has a confounding effect on the results of the CK Metrics Suite and that class size should 

always be taken into consideration. 

3.5 Summary 

This chapter discussed several potential research methods and provided justification for the 

selection of the “prototype and test” research methods.  It then went on to discuss 

prototypes and their use in software development, and then presented the specific 

prototypes developed for this dissertation. 
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Chapter 4 Prototype Tests 

This chapter presents the tests executed to collect data on the prototypes.  Where 

applicable, the test programs were profiled using the JetBrains dotTrace 3.1 profiler 

(JetBrains, n.d.).  The test results are presented in Chapter 5 and discussed in Chapter 6. 

4.1 Apoptotic Object Memory Requirements 

This test investigated whether Apoptotic behaviour can be implemented efficiently by 

measuring the memory overhead requirements of implementing the Apoptotic behaviour 

through inheritance versus AOP.  The hypothesis was that the objects of a class 

implementing the behaviour via AOP should have a larger memory footprint than one 

implementing it though inheritance due to the additional lines of code created post-build by 

the weaver, but that this additional memory footprint should not be unduly large. 

A single instance of each of the PlainAgent, NameListAgent and 

AspectOrientedAgent classes was instantiated and the profiler was then used to record 

the total amount of memory consumed by each object.  Figure 9 below shows the Main 

method of the test program. 

static void Main() 
{ 
    PlainAgent plainAgent = new PlainAgent(); 
    AspectOrientedAgent aopAgent = new AspectOrientedAgent(); 
    NameListAgent namesAgent = new NameListAgent(); 

} 

Figure 9  - Testing memory consumption 

In this test the NameListAgent object acts as a control: the class contains a generic 

List<string> property called Names (see Figure 5 - The Prototypes class Hierarchy) 

which is a collection capable of holding a variable amount of data, thus its memory 
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consumption is variable depending on the size of the collection.  By contrast, the other two 

prototype classes have a fixed memory requirement. 

4.2 Prototype Initialisation Time 

This test investigated whether Apoptotic behaviour can be implemented efficiently by 

measuring the time taken to create an object of each prototype class.  It was hypothesised 

that the prototype which implements the Apoptotic behaviour through AOP will take 

longer to construct than the ones which implement it though inheritance because the AOP 

framework creates a separate object, an instance of the ApoptoticObject class, which 

implements the Apoptotic behaviour.  In order to ensure the results were not distorted by 

the .NET runtime caching objects, each prototype was created in a separate program, and 

each program was run 5 times to obtain an average execution time taken for each 

prototypes constructor. 

4.3 Coupling Between Object Classes (CBO) 

The tests the third hypothesis in section 1.5.1 which stated that a class which implements 

Apoptotic behaviour through traditional inheritance will be more tightly coupled than a 

class which implements it via AOP, defined as a higher CK-CBO metric, whilst section 3.4 

presented the Chidamber and Kemerer (CK) Metrics Suite. This test calculated the CBO 

metric for the PlainAgentBase  class which was the prototype that implemented 

Apoptotic behaviours through traditional inheritance, and AspectOrientedAgentBase 

class which was the prototype that implemented Apoptotic behaviours using AOP.  These 

classes were shown earlier in Figure 5 - The Prototypes class Hierarchy.  The test was 

performed on these classes because this is the level in the class hierarchy where the 

Apoptotic behaviour was implemented, and the pseudo-agent prototypes are derived from 

them. 
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4.4 Weighted Methods per Class (WMC) 

This test is also part of the CK Metric Suite and tests the forth hypothesis that a class 

which implements Apoptotic behaviour through AOP will be more reusable, maintainable 

and understandable than a class which implements it via traditional inheritance, defined as 

a lower CK-WMC metric.  This test calculated the WMC metric for the PlainAgentBase  

and AspectOrientedAgentBase classes.   

4.5 Summary 

This chapter presented the tests for prototype memory consumption and initialisation time.  

It also described how the CBO and WMC metrics from the CK Metrics Suite will be used 

to test the third and forth hypotheses presented in section 1.5.1. 
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Chapter 5 Results 

This chapter presents the results of the tests discussed in Chapter 4. 

5.1 Prototype Memory Consumption 

The first hypothesis put forward in section 1.5.1 hypothesised that a prototype which 

implemented Apoptotic behaviour through AOP would consume more bytes of memory 

than one which implemented it though traditional inheritance, but that the increased 

memory requirement would not be significant.  Figure 10 below shows the total memory 

requirements in bytes of each of the 3 prototype classes, where both the PlainAgent and 

NameListAgent prototype classes implemented Apoptotic behaviour through traditional 

inheritance, whilst the AspectOrientedAgent class is the prototype which implemented 

it through AOP. 

 

Figure 10 - Prototype memory requirements 
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The key values to consider from Figure 10 are the 24 bytes of memory consumed by the 

PlainAgent prototype compared to the 44 bytes consumed by the 

AspectOrientedAgent prototype, which shows that, with all other things being equal, 

the prototype which implemented Apoptotic behaviour via AOP consumed 20 bytes more 

memory compared to the prototype which implemented it through inheritance.  This 

supports the aforementioned first hypothesis.  The prototype NameListAgent class acted 

as a control in this test to help gauge the significance of the increased memory 

consumption of the AOP prototype.  As previously shown in the prototype class hierarchy 

in Figure 5, this prototype, like the PlainAgent prototype, subclasses the 

PlainAgentBase class which implements the Apoptotic behaviour through traditional 

inheritance.  The only difference between the PlainAgent and NameListAgent 

prototypes, is that the latter contains a field comprising of a variable-sized collection of 

string objects, which is the source of the additional memory requirement of the 

NameListAgent prototype.  Given that a typical class will encapsulate various data items 

in its internal fields, and that these fields will occupy memory space at least similar to that 

seen in the NameListAgent prototype, then the results shown here arguably support the 

hypothesis that, whilst the prototype which implemented Apoptotic behaviour through 

AOP consumed more memory, the additional memory requirements were not significant. 

Table 1 below shows the memory consumption of each of the prototype classes in greater 

detail. 
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Table 1 - Prototype memory requirements in bytes 

Class Memory Held Objects Total Memory 

AspectOrientedAgent 20 2 44 

PlainAgent 24 1 24 

NameListAgent 28 3 84 

ApoptoticObject 24 1 24 

These results also include the memory consumed by ApoptoticObject class even 

though an instance of this class was not created directly, instead it was instantiated by the 

AOP framework to provide the AspectOrientedAgent object with the same Apoptotic 

behaviours modelled directly in the PlainAgent super class.  It is the sum of the 20 bytes 

required by the AOP prototype AspectOrientedAgent class plus the 24 bytes required 

by the ApoptoticObject class which lead to it consuming more memory than the 24 

bytes required by the prototype which implemented the Apoptotic behaviour through 

inheritance, as was hypothesised in the first hypothesis.  These results will be discussed 

further in Chapter 6. 

5.2 Prototype Initialisation Time 

This section presents the results from testing the second hypotheses put forward in section 

1.5.1.  Table 2 below shows the execution times for 5 executions of the test program to 

instantiate an object of each of the prototype classes, with the last row providing the mean 

execution time for each prototype class.  The timings were obtained using the JetBrains 

dotTrace 3.1 Profiler. 
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Table 2 - Prototype constructor execution time in milliseconds 

Snapshot PlainAgent NameListAgent AspectOrientedAgent 

1 0.38862 0.53085 158.31 

2 0.42675 0.52452 147.96 

3 0.37137 0.70085 144.86 

4 0.34727 0.46791 150.15 

5 0.38756 0.54549 147.84 

Mean time: 0.384314 0.553924 149.824 

It can be seen from the mean time presented in the final row of Table 2 that the prototype 

which implemented Apoptotic behaviour through AOP (the AspectOrientedAgent) 

took, on average, around 150 milliseconds to initialise, which was considerably longer than 

the other two prototypes at 0.38 milliseconds and 0.55 milliseconds respectively, both of 

which implemented the Apoptotic behaviour through traditional inheritance.  It was 

hypothesised that the prototype which implemented Apoptotic behaviour through AOP 

would take longer to initialise than the prototypes which implement it though traditional 

inheritance, defined as a greater time in milliseconds, but that the increased initialisation 

time will not be significant and that the prototype will be efficient.  Given that the AOP 

prototype took around 400 times longer to initialise, these results do not appear to support 

that hypothesis.  The results will be analysed and discussed in section 6.2 of the following 

chapter. 

5.3 Coupling Between Object Classes 

Analysis of the source code for the PlainAgentBase and AspectOrientedAgentBase 

classes revealed that the AspectOrientedAgentBase class is not coupled to any other 
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class and therefore has a CBO metric of zero whereas the PlainAgentBase class is 

coupled to the following six classes: 

1. M801.ApoptoticComputing.AgentLib.ApoptoticEventArgs 
2. M801.ApoptoticComputing.AgentLib.ApoptoticEventType 
3. System.DateTime 
4. System.EventHandler 
5. System.Reflection.PropertyInfo 
6. System.Type 

5.4 Weighted Methods per Class 

Analysis of the source code for the PlainAgentBase and AspectOrientedAgentBase 

classes revealed that the AspectOrientedAgentBase class does not implement any 

methods itself (excluding a default constructor) so has a WMC metric of zero whereas the 

PlainAgentBase class implements the following seven methods (again excluding the 

default constructor): 

1. Apoptize() 
2. get_StayAlive() 
3. set_StayAlive() 
4. add_Apoptized() 
5. remove_Apoptized() 
6. add_StayAliveAcknowledged() 
7. remove_StayAliveAcknowledged() 

It should be noted that six out of the above seven methods are compiler generated in order 

to provide access to the internal fields, namely the StayAlive property, and the 

Apoptized and StayAliveAcknowledged events of the PlainAgentBase class.  The 

Apoptize() method is the only method implemented in the source code. 

5.5 Summary 

This chapter presented the numeric results of the tests performed on the prototypes, which 

will be analysed and discussed in the following chapter. 
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Chapter 6 Analysis and Discussion 

This chapter analyses and discusses the results presented in Chapter 5 and then presents 

further tests and analysis which investigate and explain the initial results from the previous 

chapter. 

6.1 Prototype Memory Consumption 

To reiterate, the first hypothesis presented in section 1.5.1 hypothesised that a prototype 

which implemented Apoptotic behaviour through AOP would consume more bytes of 

memory than one which implemented it though traditional inheritance, but that the 

increased memory requirement would not be significant.  The AspectOrientedAgent 

prototype implemented Apoptotic behaviour through AOP  and consumed 44 bytes of 

memory which was  83% more than the PlainAgent prototype which implemented it via 

inheritance and consumed 24 bytes, but not as much as the NameListAgent prototype 

which also implemented it through inheritance, and which had additional fields resulting in 

it consuming 84 bytes or 250% more memory. Therefore, it can be argued that, whilst 

implementing Apoptosis through AOP does increase memory requirements compared to 

traditional inheritance, the increase is not significant.  The actual AspectOrientedAgent 

class itself consumed 4 bytes less memory than the PlainAgent prototype, with the 24 

bytes of additional memory being consumed by the associated ApoptoticObject class 

which was developed separately using the PostSharp AOP framework and which 

implements the Apoptotic behaviour by encapsulating it into a separate aspect. 

It can be argued that the increased memory requirement of the prototype which 

implemented Apoptotic behaviour through AOP is not significant because classes 

modelling real-world entities will consume more memory than the additional 20 bytes 

required to implement the Apoptotic behaviour through AOP.  This was demonstrated by 
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the inclusion of the NameListAgent prototype as a control.  This prototype implemented 

Apoptotic behaviour through inheritance but consumed the most memory due the inclusion 

of an internal, dynamically-sized, data collection.  The stripped-down prototypes used in 

this research were modelled on agents and it is assumed that if they were scaled up to 

larger real-world objects the differential in bytes consumed for the Apoptotic behaviour 

prototyped here would remain. 

In this test only single instances of the prototype classes were instantiated so the additional 

20 bytes of memory consumed by the prototype which implemented Apoptotic behaviour 

through AOP was minimal and on a modern system with gigabytes of memory 24 bytes is 

arguably trivial.  However, these stripped-down prototypes are based on remote agents, 

and the research question investigated whether an agent-based host system can utilise 

Apoptosis to protect itself from a Denial-of-Service attack.  It can therefore be assumed 

that many, possibly thousands or tens of thousands, of agents instances may exist in the 

system at any one time, so the extra 20 bytes per agent might then become significant 

based on the memory available to the agent host system.  If one million prototypes were 

instantiated at a given time, the additional memory requirement of the Apoptotic behaviour 

implemented through AOP would only be approximately 19MB, which is roughly 

equivalent to a moderate graphics file or large spreadsheet. 

Salehie et al. (2009, p.21) stated that when they implemented autonomic monitoring 

functionality through AOP in their case study they concluded that the AOP aspects did not 

incur a significant overhead and these results would seem to agree with their conclusions. 

6.2 Prototype Initialisation Time 

Section 1.5.1 stated the hypothesis that instances of classes which implement Apoptotic 

behaviour through AOP will take longer to initialise than instances of classes which 
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implement it though traditional inheritance, defined as a greater time in milliseconds, but 

that the increased initialisation time will not be significant and that the prototype will be 

efficient.  Section 4.2 tested this hypothesis by measuring the initialisation time of the 

prototypes, whilst section 5.2 presented the results of this test.  Initialisation in this context 

refers to the total time taken for the prototype to execute its constructor method, which is 

called automatically when the prototype is created, along with the constructors of each of 

its base classes.  Initialisation is essentially the initial setting up of the object in readiness 

for it to receive messages and perform actions (ISO, 2006, pp.321-25). 

It can be seen from the test results obtained using a profiler, that the prototype which 

implemented Apoptotic behaviour through AOP, the AspectOrientedAgent  instance, 

took 150 milliseconds to initialise (including the overhead of profiling), which is nearly 

400 times longer than the 0.38 milliseconds it took the prototype which implemented 

Apoptotic behaviour using traditional inheritance, the PlainAgent instance, to initialise. 

The NameListAgent prototype also implemented Apoptotic behaviour through traditional 

inheritance but, unlike the PlainAgent prototype, had extra internal fields that also 

required initialisation which is why it took slightly longer to initialise.  Whilst this supports 

the hypothesis that classes implementing Apoptotic behaviour through AOP will take 

longer to initialise than ones which implement it through traditional inheritance, the 

increased initialisation time is significant given that these results indicate approximately 

400 traditional non-AOP prototypes can be initialised in the time taken for a single AOP 

prototype to initialise.  To put this into perspective, according to these results it would take 

approximately one second for the system to initialise just 7 prototypes implementing 

Apoptotic behaviour through AOP, and this delay would arguably be perceived by a user 

sat at a computer, whereas in the same time the system could initialise over 2500 

prototypes which implement Apoptotic behaviour through traditional inheritance.  If this 
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were scaled up to a system handling thousands of objects, then the time taken to initialise 

instances of the AOP prototype would be detrimental to the performance of the system.  

This is a particularly important consideration with regard to the research question 

concerning whether an Agent-based host system can use Apoptosis, implemented through 

AOP, to protect itself from a denial-of-service attack.  Under such circumstances, when the 

system was already under strain, the Apoptotic behaviours would need to be as efficient as 

possible.  Therefore, it can be argued that the prototype which implements Apoptotic 

behaviour is inefficient compared to the one which implements it using traditional 

inheritance and that the hypothesis has been disproved. 

Given that it was hypothesised that a prototype implementing Apoptotic behaviour though 

AOP would not require significantly more time to initialise than one implementing it 

through inheritance, and would therefore be relatively efficient in comparative terms, it 

was surprising to find that the AOP prototype took nearly 400 times as long to initialise.  

This prompted the development of a further test to investigate this result.  A simple 

program was developed which created ten instances of the prototype which implemented 

Apoptotic behaviour through AOP, and the time in milliseconds was measured for each 

prototype instance to initialise.  The program was executed ten times and an average 

initialisation time calculated for each of the ten AOP prototype instances.  The code for the 

test program is shown in Appendix B, and the results in Table 3 below – the key results 

being the average times in the bottom row.  It should be noted that this test did not use a 

profiler because unfortunately the tool only provided the total time spent in a method call 

rather than providing a timing for each individual call to the method.  Instead, an instance 

of the .NET Framework’s Stopwatch class was used, and therefore the resulting times 

shown do not include any additional overhead which would have been incurred through 

profiling. 
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Table 3  - Time taken in milliseconds to instantiate AOP prototype instances. 

  Iteration No                 
Trial 1 2 3 4 5 6 7 8 9 10 

A 5.5738 0.0509 0.0073 0.0024 0.0039 0.0034 0.0039 0.0029 0.0024 0.0024 
B 5.8394 0.0156 0.0068 0.0019 0.0024 0.0024 0.0034 0.0024 0.0019 0.0024 
C 5.6228 0.0318 0.0058 0.0034 0.0039 0.0019 0.0024 0.0019 0.0019 0.0019 
D 5.8566 0.0171 0.0024 0.0024 0.0024 0.0053 0.0029 0.0024 0.0019 0.0024 
E 5.9924 0.0343 0.0024 0.0019 0.0024 0.0058 0.0024 0.0024 0.0024 0.0024 
F 5.8821 0.0338 0.0049 0.0034 0.0024 0.0024 0.0019 0.0029 0.0024 0.0029 
G 5.7615 0.0362 0.0053 0.0029 0.0029 0.0029 0.0024 0.0019 0.0019 0.0019 
H 5.8267 0.0215 0.0039 0.0063 0.0024 0.0029 0.0029 0.0024 0.0024 0.0024 
I 5.9090 0.0343 0.0058 0.0029 0.0024 0.0029 0.0029 0.0019 0.0019 0.0019 
J 5.7292 0.0352 0.0049 0.0029 0.0029 0.0024 0.0029 0.0024 0.0019 0.0019 

Mean: 5.7994 0.0311 0.0050 0.0030 0.0028 0.0032 0.0028 0.0024 0.0021 0.0023 

It can be seen from these results that the first AOP prototype took on average 5.8 

milliseconds to initialise, the second took 0.03 milliseconds, and the remaining eight 

prototypes took on average 0.00295 milliseconds to initialise.  In order to find an 

explanation as to why the first prototype instance took significantly longer to initialise than 

the remaining prototypes created by the program, the workings of the PostSharp AOP 

framework were examined. 

PostSharp is an existing AOP framework and was used to implement Apoptotic behaviour 

though AOP in the prototype shown previously in Figure 5.  As discussed earlier in section 

3.3, PostSharp operates post-build whereby its weaver modifies the Common Intermediate 

Language (CIL) in the compiled DLL library or executable (.EXE) file produced by the 

.NET compiler.  This is how it associates AOP aspects with existing code.  The compiled 

file that has been modified by PostSharp can be examined and analysed using a 

disassembly tool such as .NET Reflector (Redgate, n.d.).  The prototypes were compiled 

into a DLL library file named AgentLib.dll which was then modified post-build by 

PostSharp.  Figure 11 below shows the classes and other types in the disassembled 

AgentLib.dll file: 
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Figure 11  - Disassembled prototype library assembly. 

The red ellipse at the top of Figure 11 highlights an internal class named 

<>AspectsImplementationDetails_1 which was created by the PostSharp compiler 

and added to the final DLL.  As it is internal to the assembly it cannot be accessed from 

outside the library and is effectively hidden from the library’s clients. The lower red ellipse 

highlights a binary resource added by PostSharp.  These two items are the source of the 

performance bottleneck seen when initialising the first of the ten AOP prototypes and will 

be discussed below.  The remainder of the figure shows the various types which were 

presented in Chapter 3. 

The source code for the PostSharp-generated  <>AspectsImplementationDetails_1 

class (obtained from the disassembly tool) is shown at Appendix C, whilst a simplified 

version is shown in Figure 12 below. 
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[CompilerGenerated] 
internal sealed class <>AspectsImplementationDetails_1 
{ 
    internal static Type targetType; 
    internal static bool initialized; 
    internal static readonly ApoptoticAttribute theAspect; 
 
    static <>AspectsImplementationDetails_1() 
    { 
        theAspect = (ApoptoticAttribute) new 
            BinaryLaosSerializer().Deserialize( 
            typeof(<>AspectsImplementationDetails_1).Assembly,  
       "PostSharp.Laos.Serializers.BinaryLaosSerializer.bin")[0]; 
             
   targetType = typeof(AspectOrientedAgentBase); 
        theAspect.RuntimeInitialize(targetType); 
        initialized = true; 
    } 
} 

Figure 12  - PostSharp-generated internal class 

This class consists of a number of static fields and a single static constructor which 

initialises a single instance of the ApoptoticAttribute aspect which has been stored as a 

binary resource in the compiled assembly.  This is the source of the performance 

bottleneck as the AOP runtime has to load the compiled assembly (DLL) into memory 

from disk, then re-construct an instance of the AOP aspect, however, it only has to do this 

once for each AOP aspect.  This one-off call to the static constructor of the PostSharp-

generated <>AspectsImplementationDetails_1 class can be seen, highlighted in 

red, in the call graph shown in Figure 13 below, and is the reason why the first AOP 

prototype takes significantly longer to initialise than subsequent instances. 
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Figure 13  - Apoptotic AOP prototype test program call graph 

This call graph was obtained by profiling the additional test program which instantiated ten 

instances of the AOP Apoptotic prototype.  The program’s main() method took a total of 

171.45 milliseconds to start, create the ten AOP prototypes and terminate.  The bulk of the 

program’s execution time, 127.38 milliseconds or 74%, was spent executing the static 

constructor of the <>AspectsImplementationDetails_1 class in order to load the 

serialised AOP aspect from the compiled binary DLL file on disk. 
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The PostSharp documentation states that Aspects are instantiated during compilation and 

attached to the classes which they advise, and are then serialised (i.e. saved) as a binary 

resource in the compiled assembly.  This can be seen in the 

PostSharp.Laos.Serializers.BinaryLaosSerializer.bin resource highlighted 

in Figure 11 and shown in Figure 12.  This instance is then de-serialised at runtime the first 

time an aspect is “hit”, and occurs precisely once for each Aspect (Fraiteur, n.d.). 

It can therefore be argued that the inefficiency initially seen in the creation of prototypes 

which implement Apoptotic through AOP is implementation-specific and applies only to 

the first prototype created, and that subsequent instances of the same prototype class can be 

created efficiently.  This then supports the hypothesis that instances of classes which 

implement Apoptotic behaviour through AOP will take longer to initialise than instances of 

classes which implement it though traditional inheritance, but that the increased 

initialisation time will not be significant and that the prototype will be efficient, with the 

caveat that when using PostSharp for the AOP implementation the initial prototype 

instance will take considerably longer to initialise because the AOP aspects need to be de-

serialised from disk. 

6.3 Analysis of Prototype Design based on the CK Metrics Suite 

Section 3.4 presented the Chidamber and Kemerer (CK) Metrics suite which is a set of six 

metrics specifically designed to measure complexity in class design. 

Based on a comparison of their respective Coupling Between Object Classes (CBO) 

metrics, the prototype which implemented Apoptotic behaviour through AOP, the 

AspectOrientedAgentBase class, is more loosely coupled than the prototype which 

implemented it through inheritance, the PlainAgentBase class, and is arguably therefore 

more understandable and reusable.  This supports the third hypothesis presented in section 
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1.5.1 which stated that a class which implements Apoptotic behaviour through traditional 

inheritance will be more tightly coupled than a class which implements it via AOP, defined 

as a higher CK-CBO metric.  Zakaria and Hosny (2006, p.4) argued that AOP will reduce 

the coupling between core classes whilst increasing the coupling between the core classes 

and the AOP aspects, but that this is an acceptable trade-off because the reduction in 

coupling between the core classes will make them more reusable.  These results support 

that argument. 

The results in section 5.4 show the prototype which implemented Apoptotic behaviour 

through AOP had a Weighted Methods per Class (WMC) metric of zero compared to a 

WMC metric of seven for the prototype which implemented Apoptotic behaviour through 

inheritance, indicating that the AOP prototype is more understandable, maintainable and 

reusable.  This supports the fourth hypothesis that a class which implements Apoptotic 

behaviour through AOP will be more reusable, maintainable and understandable than a 

class which implements it via traditional inheritance, defined as a lower CK-WMC metric.  

These results also support the theory that the use of AOP will reduce the number of 

methods in a class, resulting in a lower WMC metric when using the CK Metrics Suite to 

evaluate software incorporating aspects (Zakaria & Hosny, 2006, p.3). 

The AspectOrientedAgentBase class implements the exact same Apoptotic behaviour 

as the PlainAgentBase class but through AOP.  The functionality, and therefore the 

methods and coupling to the other classes, has simply been shifted out of the 

AspectOrientedAgentBase class and into the separate ApoptoticObject class 

which contains the exact same source code, and is coupled to the exact same classes, as the 

PlainAgentBase class.  This implies that the complexity is simply being shifted around, 

out of the immediate class hierarchy and into a separate aspect. 
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There is arguably a distinct advantage to using the AOP technique – it allows the 

Apoptotic behaviour, which is a cross-cutting concern, to be applied to classes in different 

inheritance hierarchies, whereas with traditional inheritance, the PlainAgentBase class 

must be an ancestor somewhere in the inheritance tree of a given subclass.  The prototypes 

presented in this dissertation were developed in the C# programming language which only 

supports single inheritance, therefore the AOP approach allows for greater design 

flexibility, modularisation and reuse (ISO, 2006, p.41).  Also, since this dissertation used 

the “Prototype and Test” research method, the prototypes were stripped of all functionality 

except for the Apoptotic behaviours, however, the differences shown in the CBO and 

WMC metrics for the AOP prototype compared to the inheritance-based prototype would 

most likely remain even if the prototypes had other functionality added. 

6.4 Summary 

This chapter analysed the memory consumption of the prototype which implemented 

Apoptotic behaviour through AOP versus the one which implemented it through 

inheritance, and found that the increased memory of the former compared to the latter was 

not significant.  It went on to analyse the initialisation time of the prototypes and found 

that the time taken by the AOP prototype was significantly greater than the one which used 

inheritance, which prompted further testing and analysis.  This further test revealed that the 

significantly longer initialisation time for the AOP prototype was implementation-specific 

due to the PostSharp framework loading the first instance of an aspect from disk.  Analysis 

showed that the time taken to initialise further instances was not significant.  Finally, the 

design of the prototypes was analysed using metrics from the CK Metrics Suite which 

indicated that classes based on the AOP prototype would be more understandable, 

maintainable and reusable.  
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Chapter 7 Conclusions and Further Work 

Section 2.2.2 presented a list of Apoptotic behaviours drawn from the literature, and from 

this list “StayAlive” signals and “controlled self-destruct” were selected as aspects of 

Apoptosis to be prototyped.  Section 1.3 described how cells will automatically self-

destruct in the absence of signals instructing them not to, and that when they self-destruct 

they do so without harming their surrounding environment.  In these prototypes, the 

process of self-destruct consisted of setting the internal fields in the prototype to null or 

zero, then firing the Apoptized event to send a message to other objects which might 

have subscribed to that event in order to indicate that self-destruct had occurred.  Since the 

self-destruct mechanism prototyped here used reflection to discover the prototype’s 

internal fields at runtime, it can effectively be applied to any .NET class using AOP. 

The firing of the Apoptized event on self-destruct is significant: when a living cell self-

destructs it breaks down and removes itself from the organism, whereas the prototypes 

created here will continue to exist in memory and consume resources whilst any other 

object still holds a reference to them.  The Apoptized event is a signal to other objects 

that the prototype has self-destructed and that they should therefore release their references 

to it, thus allowing it to be garbage-collected by the .NET runtime and the resources it 

consumed be released.  If these prototypes were scaled up into a full system, it would be 

beneficial if they could make themselves eligible for garbage collection rather than relying 

on another object to release its references to them. 

The event mechanism was also used to model StayAlive signals.  The prototypes could 

receive a boolean signal from an external source, fire an event to acknowledge receipt, and 

then if the signal was false, would initiate self-destruct.  It would have been simple to 
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include an internal timer in the prototype so that it would initiate self-destruct after a given 

interval if no positive StayAlive signal was received. 

This project considered mobile agents operating in distributed systems and the Apoptotic 

behaviours modelled in the prototypes would be useful in a full system.  The test results 

have shown that implementing Apoptotic behaviour using AOP requires little additional 

overhead in terms of memory requirements or initialisation time, and that by using AOP 

classes become more reusable, understandable and maintainable.  In a full agent-based 

system, self-destruct and StayAlive signals can be used for example to remove 

malfunctioning agents or ones consuming too many resources, prevent a system from 

becoming overwhelmed with agents either unintentionally or through a Denial-of-Service 

attack, or simply to remove agents when they are no longer required or appear 

unresponsive. 

Had there been more time available to work on this project, then a simulated agent-based 

host environment would have been created to test the StayAlive signals and to simulate the 

system protecting itself against a DoS attack by initiating Apoptosis in agents.  It was the 

original intention to produce a simulator to simulate these Apoptotic behaviours as one of 

the deliverables of this project and this was partially completed.  However, to simulate 

autonomic agents it needed to be heavily threaded and the thread co-ordination aspect was 

beyond the scope of the project.  Thus the project plan had to be altered slightly to focus on 

the performance of the prototypes implementing Apoptotic behaviour rather than the 

behaviours themselves.  If the project were to be re-done from the start then greater 

emphasis would be place on prototyping and testing a greater range of Apoptotic 

behaviours drawn from the literature.  That said, this project has shown that AOP can be 

used to efficiently implement Apoptotic behaviours in .NET objects where “efficient” is 

defined as little additional memory or performance overhead.  The PostSharp framework 



    

  58 

takes a relatively long time to create the first instance of an aspect, but subsequent aspects 

are quick to create. 

The prototypes created for this project used PostSharp which required access to the 

original source code in order to implement Apoptosis on the .NET platform, however, 

there are other AOP frameworks also available.  PostSharp implements AOP at compile 

time by modifying the binary file produced by the C# compiler whereas the 

Springframework.NET framework implements AOP at runtime by using proxies to 

intercept method calls and add new aspects.  Therefore, it does not require access to the 

original source code (Pollack et al., 2009).   AOP has been proposed as a technique to add 

autonomic properties into legacy systems where the original source code was unavailable 

(Chan & Chieu, 2003).  A future follow-on project could explore this proposal on the .NET 

platform by using a runtime AOP framework such as Springframework.NET to implement 

Apoptotic behaviours in objects where no original source code is available.  One reason 

why autonomic systems are not being built on a large scale is because it requires code to be 

re-written from scratch which is unacceptable to industry due to development costs and 

established customer bases (Brazier et al., 2009, p.85).  AOP implemented at runtime can 

contribute to a solution to this problem.
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Introduction 
We are losing our capability to manage the ever increasing complexity in computing and 
many are now looking to nature for solutions.  One such solution is autonomic computing 
which seeks to develop self-managing systems inspired by the autonomic nervous system.  
One self-managing property of such a system is self-destruct, modelled on the biological 
phenomenon of Apoptosis or programmed cell death whereby a cell effectively commits 
suicide for the greater benefit of the living organism, with no damage to the surrounding 
environment. 

In computing, an Agent is a small, self-contained program capable of moving around a 
network from one host computer to another to perform one or more pre-determined 
functions inside a hosted environment on the target computer.  In traditional Object-
Oriented Programming (OOP) an Agent might inherit the bulk of its functionality, such as 
the ability to self-destruct, from a parent Agent, then add its own unique functionality to 
carry out its specific task.  One current movement in software development is Aspect-
Oriented Programming (AOP) which seeks to reduce complexity in software by moving 
functionality which is common to many different parts of a program, such as the ability to 
self-destruct, into a single standalone module, referred to as an Aspect, and then inserting it 
in a “plug and play” fashion into the parts of the program where it is needed. 

This study looked at whether an Agent-based host system can protect itself from a Denial-
of-Service attack through the use of Apoptosis to initiate self-destruct in Agents should it 
become overwhelmed with them.  It investigated whether this Apoptotic behaviour can be 
inserted into prototype Agents efficiently, and compared the memory requirements and 
initialisation times of Agent prototypes which implemented Apoptotic behaviour through 
OOP-derived inheritance against prototypes which implemented it through AOP.  It was 
assumed that the prototypes which use AOP would require more memory resources and 
take longer to initialise, but that the resource requirements and increased initialisation time 
compared to OOP prototypes would not be significant. 

Results 
To test the assumptions described earlier, several prototype Agents were created.  These 
prototypes were stripped of all non-essential functionality so that they only implemented 
the Apoptotic behaviours being investigated.  One prototype implemented the Apoptotic 
self-destruct behaviour using traditional OOP inheritance whilst the second implemented 
the behaviour through AOP.  Simple test programs then created instances of these 
prototypes and a profiling tool was used to measure the memory consumption in bytes and 
initialisation time in milliseconds of each type of prototype.  The following chart shows the 
memory requirements of each of the AOP and the OOP-inheritance based prototypes. 
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executable file, and thus needs to retrieve the Aspect the first time it is required.  Since this 
only has to be done once, the first time the Aspect is required, subsequent AOP prototypes 
can be initialised quickly because the Aspect has already been loaded into memory. 

Discussion 
The first assumption was that the prototype implementing Apoptotic behaviour through 
AOP would consume more memory than the one which implemented it through traditional 
OOP-inheritance, but that the increased memory requirements would not be significant.  
The AOP prototype required 44 bytes, which was 83% more memory than the 24 bytes 
required by the OOP-inheritance prototype.  However, these prototypes were stripped of all 
functionality except for the Apoptotic behaviour under test whereas real-world Agents 
would have larger memory requirements due to additional functionality.  It can therefore 
be argued that the additional 20 bytes required by the prototype which implemented 
Apoptotic behaviour is not significant.  To put this into perspective, 1 million AOP 
prototypes will consume approximately 19MB more memory than the equivalent number 
of prototypes which implement Apoptotic behaviour through traditional inheritance, which 
is approximately the size of a large spreadsheet or moderate sized graphics file. 

The second assumption was that the prototype implementing Apoptotic behaviour through 
AOP would take longer to initialise than the one which implemented it through traditional 
OOP-inheritance, but that the increased initialisation time would not be significant.  Given 
that the initial results showed that the AOP prototype took nearly 400 times longer to 
initialise, this was clearly not the case.  If this were scaled up to a system handling 
thousands of agents, then the time taken to initialise instances of the AOP agent would be 
detrimental to the performance of the system.  This is a particularly important 
consideration with regard to the initial question of whether an Agent-based host system can 
use Apoptosis, implemented through AOP, to protect itself from a Denial-of-Service 
attack.  Under such circumstances, when the system was already under strain, the 
Apoptotic behaviours would need to be as efficient as possible, but from the initial result 
they are not.  The second test revealed that this performance bottleneck only occurred once 
for each Aspect and was, in fact, due to the PostSharp AOP framework and therefore 
implementation-specific. 

This study considered Agents operating in a network and the Apoptotic behaviour 
modelled in the prototypes would be useful in a full system.  The test results showed that 
implementing Apoptotic behaviour using AOP requires little additional overhead in terms 
of memory requirements or initialisation time.  In a full Agent system, self-destruct can be 
used for example to remove malfunctioning agents or ones consuming too many resources, 
prevent a system from becoming overwhelmed with agents either unintentionally or 
through a Denial-of-Service attack, or simply to remove Agents when they are no longer 
required or appear unresponsive. 
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Appendix B – Additional Initialisation Test Program Source Code 

using System; 
using System.Diagnostics; 
using M801.ApoptoticComputing.AgentLib; 
 
class Program 
{ 
    const int PrototypeQuantity = 10; 
 
    static void Main(string[] args) 
    { 
        Console.WriteLine("*** Testing AOP Prototype Init Time ***"); 
        Console.WriteLine("---------------------------------------"); 
        Stopwatch sw = new Stopwatch(); 
 
        for (int i = 0; i < PrototypeQuantity; i++) 
        { 
            sw.Start(); 
            new AspectOrientedAgent(); 
            sw.Stop(); 
 
            Console.WriteLine("Time (ms): {0:0.0000}", 
                sw.Elapsed.TotalMilliseconds); 
            sw.Reset(); 
        } 
    } 

} 

Figure 14  - AOP prototype initialisation test program 
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Appendix C – PostSharp-generated Internal Class Source Code 

[CompilerGenerated] 
internal sealed class <>AspectsImplementationDetails_1 
{ 
    // Fields 
    internal static Type ~targetType~1; 
    internal static bool initialized; 
    internal static readonly ApoptoticAttribute 
        M801.ApoptoticComputing.AgentLib.ApoptoticAttribute~1; 
 
    // Methods 
    static <>AspectsImplementationDetails_1() 
    { 
        try 
        { 
            M801.ApoptoticComputing.AgentLib.ApoptoticAttribute~1 = 
    (ApoptoticAttribute) new 
                BinaryLaosSerializer().Deserialize( 
                typeof(<>AspectsImplementationDetails_1).Assembly, 
   
 "PostSharp.Laos.Serializers.BinaryLaosSerializer.bin")[0]; 
             
   ~targetType~1 = typeof(AspectOrientedAgentBase); 
            M801.ApoptoticComputing.AgentLib.ApoptoticAttribute~1. 
                RuntimeInitialize(~targetType~1); 
            initialized = true; 
        } 
        catch (Exception exception) 
        { 
            Debugger.Log(30, "PostSharp", exception.Message); 
            throw; 
        } 
    } 
} 
  

 


